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Urban Impulses: Evoked Responses From Local Event
Stimuli
JOHN KRUMM, Microsoft Research, Microsoft Corporation
In modeling human behavior, we expect people to make noticeable reactions to the events they witness. For people at a
scheduled event like a concert or sports game, we can measure reactions by looking at geotagged social media posts. We
work from a database of known events from a commercial ticket broker and a database of geotagged tweets to show how
we can derive impulse response functions of tweet counts as event responses. Tweet counts typically rise in anticipation of
the event and gradually fall after the event starts. We draw an analogy between evoked responses in functional magnetic
resonance imaging (fMRI) from mental stimuli and social media responses from local event stimuli. Our analysis of event
and tweet data shows that our derived impulse responses are statistically significant and that we can use the functions to
accurately predict reactions to some event types. We give examples of impulse response functions derived from repeated
events at different venues.
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1 INTRODUCTION
When a significant event occurs at a specific place, we can expect a noticeable reaction from people who are there. For
example, an unexpected traffic jam may cause people to send messages about being late. A parade may cause people to post
pictures online. A sports game might lead people to share their experience from the venue. The magnitude of these reactions
over time may be consistent between similar events in similar places. We explore this question by looking at counts of
geotagged tweets that occur at planned events like sports and shows. In particular, we characterize the time-varying tweet
count as an impulse response function that is evoked by the event. In making this characterization, we use an analogy
between impulse response functions in collective behavior, like Twitter, and impulse response functions in the brain from
mental stimulation, as measured by functional magnetic resonance imaging (fMRI). In fMRI, a typical stimulation is the
subject reading a word or viewing a photo, and the impulse response function represents blood flow in the brain. In looking
at collective human behavior, the analogous stimulation is a local event, such as a sports game, and the response is a reaction
such as sending tweets. Models like this contribute to our understanding of human behavior in urban environments, helping
characterize and predict how people will react to local events.
We describe how we created a list of stimulus events by aggregating daily updates from a ticket broker, SeatGeek. Some
of the SeatGeek venues had misplaced latitude/longitude coordinates, so we developed a classifier to find matches in a
commercial geocoder. After presenting simple equations of impulse response functions in fMRI, we appropriate them for
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use with local events as stimuli and geotagged tweets as responses. Looking at repeated events at the same venue, we derive
impulse response functions from the data and show how they are statistically significant compared to times when there are
no events at the same venue. Our analysis shows different magnitudes and shapes of response functions as reactions to
different types of events. We can sort events based on the magnitude of their response functions, and we can predict what
the response to a new event will be in terms of past response functions.
Our main contribution is a new way to model peoples’ reactions to events. Impulse response functions are a simple,
intuitive, scrutable way to represent these phenomena. We can think of local events all over the world acting as stimuli,
with people reacting in often predictable ways. We look to answer these specific questions:
• Is the fMRI-style of impulse response function an effective model for tweet behavior?
• Are the impulse response functions from tweets reasonable?
• Are the impulse response functions statistically significant?
• Are the impulse response functions predictive of future behavior?
• Which event types produce a noticeable impulse response function?
• What is the ranking of events types by the area of their impulse response function?
Applications of these impulse response models are especially relevant for understanding and predicting the timing and
magnitude of interest in events from people who are attending. Specifically, applications include:
• Prediction of attendance at local events. We show relatively accurate predictions of tweet counts in Section 0.
• Understanding time variation of event attendance. The impulse response function shows elevated tweet counts in the
event’s immediate neighborhood often occur significantly before the event’s start time and significantly after the event
concludes. This may be useful to advertisers who want to deliver local ads to event attendees before or after the event.
• Understanding time-varying engagement about event. Our impulse response functions normally peak at the
beginning of an event, suggesting this is a time of high engagement. As a proxy for engagement, the impulse response
function could be used to help event organizers schedule announcements, side distractions, or other re-engagement
techniques.
• Component of larger model. We show that impulse responses are an effective way to model responses to local events,
suggesting that impulse response functions may be an appropriate component for characterizing events in a more
general model of human mobility.
We begin with a review of related work, followed by descriptions of our event data and Twitter data, including a new
method to correct location errors in the event data. We go on to show how we can successfully extract impulse response
functions from scheduled events like sports and shows, how we can use these responses to characterize and predict new
responses, and how to rank events by the size of their response.

2 RELATED WORK
Work related to this research falls into three different categories: urban computing, local events in social media, and evoked
responses in functional magnetic resonance imaging.

2.1 Urban Computing
Part of urban computing is aimed at solving urban problems, such as pollution, traffic, and energy consumption, using large
datasets gathered from cities. The survey paper by Zheng et al. gives an extensive introduction and overview of these efforts,
introducing concepts, applications, and technologies of urban computing [1]. For example, Liu et al. use taxi trajectory data
to detect and reason about the causes of traffic congestion, which can lead to better road designs [2].
Another part of urban computing, more closely related to our work, is understanding how people behave in a city.
Cranshaw et al. presented their Livehoods project as a way to automatically cluster venues in a city into regions that
represent the usual spatial domains of the residents [3]. They computed the “social similarity” between pairs of Foursquare
venues based on the identities and frequencies of users who checked into both places. Using spectral clustering on social
similarity, they found groups of venues representing the spatial dynamics of the city’s residents. Noulas et al. demonstrated
a Foursquare-based, spectral clustering of a city’s regions based on the types of businesses present and the number of checkins to each category [4]. Wakamiya et al. looked at the dynamics of geotagged tweets in order to segment and characterize
an urban region into different functional areas [5].
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The work in this paper is designed to characterize and predict the behavior of people in response to local events, also
using geotagged tweets.

2.2 Local Events in Social Media
Researchers have taken advantage of the fact that people often post to social media in response to events. As an example,
TwiCal[6] finds events in Twitter that share a topic and date, characterizing them by a named entity, event phrase, and
event type, but not a location. In [7], Lee et al. perform a detailed analysis of tweet text to find trending keywords, identifying
events that evolve over time, but are not necessarily spatially coherent. Popescu and Pennacchiotti[8] look specifically for
controversial events in Twitter that occur over a one day period and share a celebrity name, using machine learning to
choose which tweets to include in the event.
Posts that share a narrow span of both time and location are often indicative of a local event. One example is NewsStand
by Samet et al. [9]. Instead of microblogs, it monitors over 10,000 RSS news sources, inferring the relevant locations
mentioned from each article’s text and providing a map-based browser for finding stories in locations of interest to the user.
Zhou and Chen presented an algorithm to create a detailed clustering of tweets and tested it on two natural disasters [10].
The system infers the event’s location from the tweet text and uses a sophisticated model to highlight tweets describing the
evolution of the event. Sakaki et al. developed a system to find tweets about earthquakes and typhoons, including an
inference of the varying location of a typhoon based on Bayesian filtering of geotagged tweets [11]. The EvenTweet system
finds anomalous bursts in tweet keywords and then estimates the spatial extent of the bursts from those tweets that are
geotagged [12]. Eyewitness scans thousands of small regions looking for unpredictable spikes in tweet counts and then
examines the tweets to decide if they represent a local event or not [13].
Our work is different in that we are not detecting events. Instead, we developed a database of known events and then
characterized how people react to the events by looking at geotagged tweets that happen nearby in space and time.
While we look at only scheduled events, we know that tweets are also caused by unscheduled events, such as traffic
problems, protests, extreme weather, and natural disasters, as shown in the work by Krumm et al. [13]. Each of these
unscheduled triggers could replace our event database for an exploration that is similar to ours. However, by looking at a
large database of scheduled events, we show that there is a significant correspondence between some of the events and
nearby Twitter activity. We would expect the same from unscheduled events.

2.3 Evoked Responses in fMRI
This research is based on an analogy between evoked responses to stimuli in the human brain and aggregate responses to
local events in social media. In brain studies, functional magnetic resonance imaging (fMRI) can measure responses to short
stimuli in terms of changes in deoxyhomeglobin (essentially blood without oxygen) concentration [14]. Looking at a
particular voxel in the brain, fMRI creates a time series of changing deoxyhomeglobin concentration in response to a simple
mental stimulus, such as reading a word or viewing a picture. This response is called a hemodynamic response function,
and much has been explored about how to derive these responses functions from fMRI data. For a good introduction, see
Friston et al. [15].
Fig. 1 shows an idealized hemodynamic response function [16]. As described in [15], this response represents the change
in activity compared to a constant background in response to some stimulus.
The response function is sometimes called an impulse response, which is a well-defined concept in signal processing. In
a linear, time-invariant system, the impulse response shows how the system will react to an input comprised of a brief spike
or delta function. A linear response in measured fMRI is often assumed[15, 17], but there is evidence that this is not always
true, especially when stimuli are applied at short intervals, such as less than three seconds[18].
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In our work, a stimulus is a local event like a concert or
sports game. Instead of deoxyhomeglobin concentration, we
look at the number of geotagged tweets coming from a
region in response to such a stimulus. One of our goals is to
find the shapes of these response functions as reactions to
different types of local events. We do not test the linearity
of the response functions in this work, because we look at
only isolated, non-overlapping, local events.
Clarifying the analogy between fMRI and Twitter, the
stimulus in an fMRI brain study is an exposure to some
occurrence that may provoke a neural response. The
stimulus is often short, but not infinitesimally short. For
Twitter, the stimulus is a public event, which is normally
longer than the fMRI stimulus, but still with a well-defined
beginning and end. In both cases, the stimulus is modeled as
a delta function occurring at the onset of the stimulus. In the
brain, the response is made up of individual cells and blood
flow whose collective reaction produces a measurable
change from the brain’s normal background activity. In
Twitter, the response is a simple, discrete time series of the
number of geotagged tweets from a region that exceeds the
Fig. 1: A canonical hemodynamic response function
normal background count. In the brain, we are forced to
from Wikipedia. The stimulus occurred at time zero,
look at an aggregate of individual responses, because we
with the response reaching its maximum about 5
lack noninvasive means of measuring the actions of
seconds later and settling back to zero after about 30
individual cells. While Twitter lets us measure the actions
seconds.
of individual users, in this work we are interested in their
aggregate behavior.
The exact mechanisms that cause hemodynamic responses in the brain are not fully know, but the fMRI technique of
deriving hemodynamic response functions allows for the exploration of the potential causes and effects of mental stimuli,
an understanding of which parts of the brain are responsible for processing which types of information, and estimates of
duration and magnitude of the response. The findings may hold predictive power in understanding how localized brain
damage may affect certain brain functions. Without an exact model of neural activity and interactions, the impulse response
function gives a “black box” that maps input stimuli to localized output responses.
Likewise in Twitter we do not know the exact reasons that cause people to tweet about local events. However, modeling
the Twitter reaction gives insight into the duration and magnitude of crowd responses to events as well as predictions for
responses to future events. Analogous to fMRI, the Twitter impulse response to local events abstracts away the detailed
reactions of individuals in favor of a collective model of behavior.
One notable difference between fMRI experiments and our Twitter experiments is that fMRI experiments are more
controlled. In fMRI, the researchers can create an environment that contains only their intended stimulus. Looking at local
events for Twitter, we cannot suppress all other stimuli, so we limit our probe to only the stimulus site, ignoring other
locations that may be affected by other events, known or unknown.

3 DATA FOR ANALYSIS
The stimuli in our experiments are local events, such as concerts and spectator sports. The responses are geotagged tweets.
In this section we describe our data, including a method for correcting the locations of events from our event source.
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3.1 Local Events
Our social stimuli are local events. Data for many local events is conveniently available through the APIs of commercial
ticket brokers SeatGeek1, Ticketmaster2, StubHub3, and Eventbrite4. All four of these APIs allow programmatic access to
their broker’s database of upcoming events. We set up a nightly process to call the four APIs, download all their event data,
and store it in a database. For each event, the APIs supply a date/time and location. A plot of the number of events occurring
per day from each ticket broker is shown in Fig. 2. This covers our six-month experimental window of October 2016 through
the end of March 2017 in the U.S. state of California. (Note that we lost connectivity with Ticketmaster occasionally,
dropping its apparent number of events to zero when it was actually higher.) We limited our experimental window in space
and time to make it easier and faster to perform repeated experiments. It is clear from the plot that SeatGeek has the most
events, and we settled on that source for the remainder of our experiments. In our 182-day test period, SeatGeek gave 23,290
distinct events in California, or about 128 per day. Each SeatGeek event served as a stimulus around which we would look
for an evoked response in the form of geotagged tweets.

1 http://platform.seatgeek.com/
2 http://developer.ticketmaster.com/
3 https://developer.stubhub.com/
4 https://www.eventbrite.com/developer/
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SeatGeek events come with a category, which is part of a hierarchical taxonomy of categories shown in Fig. 3. Counting
the most specific category for each event, Fig. 4 shows a histogram of the event types in our experimental window. Our time
window was such that we captured events from the USA’s biggest professional sports: NFL football, NBA basketball, and
MLB baseball. A map with the event locations is shown in Fig. 5.

Fig. 2: Events per day in the U.S. state of California from four different ticket brokers.

Fig. 3: This is the SeatGeek taxonomy of event categories.
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We noticed that some of the lat/long coordinates from SeatGeek did not correspond well with the event’s actual location.
For instance, the location of a professional football game in a major stadium was placed a few kilometers away from the
stadium. In our subsequent experiments, we look for responses to events as geotagged tweets coming from nearby the event.
Thus the event’s location is important, and we could miss the event’s response if the event’s location is a few kilometers off.
We corrected many of the events’ locations using a commercial geocoder (Bing Maps) API. For each venue name from
SeatGeek, we used the Bing Maps API to find possible locations of the venue. Sometimes Bing Maps was right, sometimes
wrong, and it often returned more than one possible match. As an example, the SeatGeek venue called “Grant Park” was
geocoded by Bing to a park in Grant Park, IL (correct), the city of Grant Park, IL (incorrect), and the city of Grant, CO
(incorrect).
We developed a classifier to distinguish between correct and incorrect geocoding results. For each match request, the API
returned the following data for each candidate matched place:
•
Name
•
City and State
•
Latitude/longitude
•
Match confidence from {low, medium, high}
•
Area of polygon surrounding place
•
Type of place from 31 types such as populated place, tourist structure, lake, stadium, park, and beach

Fig. 4: These are the number of events in each category in our experimental window.
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We manually looked at many candidate matches and labeled 541 correct matches and 502 incorrect matches for a total of
1043 labeled samples. Our classifier looked at each candidate match to determine if the geocoded match was correct or not.
The classifier was based on the following vector of seven features:
• Jaro-Winkler similarity between SeatGeek name and Bing name[19]
• Jaccard similarity between SeatGeek name and Bing name[19]
• Levenstein distance between SeatGeek name and Bing name[19]
• Straight line distance between SeatGeek lat/long and Bing lat/long
• Area of Bing geocoded place
• type of geocoded place from the 31 possible types above
• Bing’s conﬁdence of geocoded place from {low, medium, high}
We trained a boosted forest of decision trees as a classifier[20]. After testing with two-fold cross validation, we chose an
operating point that gave an overall
accuracy of 0.89, positive precision of
0.95, and positive recall of 0.84 (F1 =
0.89). The AUC was 0.97, and the
precision-recall and ROC curves are
shown in Error! Reference source
not found..
For each of the 2175 SeatGeek event
venues in our experimental window,
we used the geocoder to find one or
more matches. Of these, our classifier
found matches for 361 (about 17%),
and for these we used the geocoded
latitude/longitude instead of the
latitude/longitude given by SeatGeek.
If the classifier did not find any
matching geocoded results, we used
the original location from SeatGeek.
This helped correct some errors in the
SeatGeek venue locations, giving us
more accurate impulse response
functions.

3.2 Geotagged Tweets

Fig. 5: These are the locations of the events in our experimental window,
which is limited to California. There are three main clusters of events, near
San Francisco, Los Angeles, and San Diego.
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There is an enormous number of posts on Twitter, estimated in a Twitter blog to be 500 million per day in 2014 [21]. A small
fraction of these tweets come with a geotag, which is a latitude/longitude presumably measured by the user’s mobile device.
Watanabe et al. estimate the percentage of geotagged tweets at 0.7% [22]. We gathered all the geotagged tweets in our
experimental window (California, October 2016 through March 2017) from a database of all tweets hosted by our institution.
Although the text of the posts is available to us, we only looked at the numbers of posts for this work, along with their
timestamps and geotags. Figure 7 shows the number of geotagged tweets in California for the month of 2016 November.
From this plot, the strong, day-long periodicity is obvious, with local minima occurring a few hours after every midnight.

Figure 6: This shows the number of geotagged tweets in California for the month of 2016 November. The vertical grid
lines occur at midnight local time.

4 EXPLORING REPEATED EVENT STIMULI
Our hypothesis is that some local events, such as sports and shows, will evoke a spike in the number of tweets near the
event. In order to achieve statistical significance, we looked for similar events that occurred multiple times at the same
venue.
As an example, we look at the category of NFL football games held at Levi’s Stadium near San Francisco, California, shown
in Fig. 8. Over our experimental period, we found five such games, although one was actually a stadium tour that was
misclassified by SeatGeek as a football game. For each game (including the misclassified one), we counted the number of
tweets in a 250 meter radius around the stadium in 20 minute intervals from 12 hours before the start of the game until 12
hours after the start of the game.
We chose a radius of 250 meters to account for the largest area events in our database. These are professional football
games. The yellow circle around Levi’s Stadium in Fig. 8 has a radius of 250m. The circle covers the stadium as well as people
approaching and departing. Customizing the radius to the venue size would likely give more accurate results, but our venue
data lacked information on geographic size.
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We settled on our +/- 12 hour window in order to capture all Twitter activity that might be associated with the event. Our
resulting impulse functions show that these windows were wide enough for the events. Although we do not expect many
events to have measurable consequences beyond our time limits, even choosing a too-wide window is mitigated by the fact
that we test each 20-minute section of the window for statistical significance, explained in Section 6. This means we can
safely look beyond the event’s true influence horizon, hence our relatively wide time span.

Fig. 7: This is Levi's Stadium in Santa Clara, California. We looked at geotagged tweets in the yellow circle, whose
radius is 250m.

The tweet counts from these events at the stadium are shown as the five thin, black curves in Fig. 10, and the median of
these counts in every 20 minute interval is shown as the thick, black curve. Although we can see a clear rise and fall in
tweets leading up to, and during, the game, we have to account for the possibility that this is a normal rise and fall, even in
the absence of a game. Thus, for each game, we also look at the number of tweets from the same time of day one week after
the event. If we find no SeatGeek events of any category overlapping with three hours on either side of this time, we extract
tweets from the same 250 meter radius to act as a background baseline. If we do find an overlapping event in this subsequent
week, we instead look at the prior week in the same way. If either week is empty of any confounding event, the two time
series of tweets represent a sample of the venue with and without an event. This is analogous to the practice in fMRI of
taking a resting background reading before the applied stimulus. The thin, gray curves in Fig. 10 show the tweet counts
where there was no event, with the thick, gray curve showing the median at each time slice. In this case, there were normally
no geotagged tweets in the absence of an event, so the median number of tweets without an event is zero.
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We chose a one-week comparison offset due to the periodic nature of tweet counts. Fig. 9 shows, for all our event venues,
the mean RMS differences between each 20-minute tweet count and the corresponding count at a previously given time
offset. There are clear local minima in the differences at 24-hour intervals, reflecting the periodic nature of human activity.
Thus, to predict the background number of tweets at a given time of day, an effective heuristic is to use the number of tweets
at some whole number multiple of 24 hours before or after. We chose to use the number of tweets seven days prior to exploit
any week-long periodicity.

Fig. 8: The number of tweets at a venue is closely matched with the number of tweets at the same time on another day.

5 ANALOGY WITH fMRI STIMULUS RESPONSE
In the formulation from Friston et al. [15], the hemodynamic response 𝑦 𝑡 to a series of Dirac delta function stimuli 𝑢$ (𝑡)
is given as Equation (1):
/

𝑦 𝑡 ≈ 𝜂) +

𝜂$ (𝑡) ∙ 𝑢$ 𝑡 − 𝜏 𝑑𝜏
$

(1)

)

The integral is a convolution of the impulse response 𝜂$ (𝑡) with the stimulus delta 𝑢$ (𝑡). Here 𝜂 ) is the background
hemodynamic activity in the absence of any stimuli. For our experiments, this is the background Twitter activity (tweet
counts) in the week prior or following the event. This activity can vary with time, so we formulate the background as timevarying 𝜂 ) (𝑡) instead of the static constant 𝜂 ) . In Friston et al., there are multiple stimuli 𝑢$ (𝑡) occurring at different times,
each with its own impulse response 𝜂$ (𝑡). In our experiments, there was only a single event happening at one time at each
venue. Thus we replace the 𝑢$ (𝑡) with a single stimulus 𝑢 𝑡 , replace the 𝜂$ (𝑡) with a single impulse response 𝜂 𝑡 , and
omit the summation in Equation (1). Finally, the impulse responses in fMRI studies of human subjects are implicitly
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Fig. 9: There is a rise in the number of tweets before and after the start of an NLF football game. The vertical bars
indicate statistical significance of the with-event counts over the without-event counts.
considered to be causal, i.e. the subject is not able to anticipate the stimulus and cannot react before the stimulus is applied.
This is reflected in the 0, 𝑇 integral limits in Equation (1). Our events, however, are prescheduled, meaning reactions can
(and do) begin before the scheduled start of the event, so we change the integration limits to − 𝑇 2 , 𝑇 2 . For our
experiments, 𝑇 = 24 hours. Our modified formulation is then
//7

𝑦 𝑡 ≈ 𝜂 ) (𝑡) +

𝜂 𝑡 ∙ 𝑢 𝑡 − 𝜏 𝑑𝜏

(2)

8//7

The stimulus is 𝑢 𝑡 = 𝛿 𝑡 , which is the beginning of the local event at 𝑡 = 0.
If we assume the impulse response is zero outside − 𝑇 2 , 𝑇 2 , then we can omit the integral and stimulus to get
(3)
𝑦 𝑡 ≈ 𝜂 ) (𝑡) + 𝜂 𝑡
From which an estimate of the impulse response is simply
(4)
𝜂 𝑡 = 𝑦 𝑡 − 𝜂 ) (𝑡)
In terms of the football example in Fig. 10, 𝑦 𝑡 is the number of tweets near the stadium in the 24 hours centered at the
start of the game. The background 𝜂 ) (𝑡) is the number of tweets that would normally come from the same region in the
absence of an event, which we estimate by looking at the successive or preceding week where there was no event planned.
We see that the background response 𝜂 ) (𝑡) is essentially zero in this example, although this was not true for all the venues
we tested. The impulse response, 𝜂 𝑡 , gives the number of tweets that are coincident with the event and not normally part
of the background. In the football example from Fig. 10, the impulse response begins rising from zero at around four hours
before the start of the game, with fans likely tweeting in anticipation. This means our impulse responses are non-causal in
the signal processing sense. The response peaks at the start of the game and then falls to zero at around ten hours after the
game. A typical NFL game lasts slightly over three hours [23], at which point the impulse response is still fairly strong.

6 STATISTICAL SIGNIFICANCE OF IMPULSE RESPONSE
Tweet counts are inherently noisy, which means a difference in counts at a venue with and without an event is not
necessarily statistically significant. For a given time slice 𝑡 and specific event 𝑗,we have multiple samples of the tweet count
with the event, 𝑦< (𝑡), and without the event, 𝜂<) (𝑡), thanks to multiple instances at the venue of the same category of event
(e.g. multiple NFL football games at the same stadium).
For each time slice, we use a signed paired-sample test to assess the statistical significance of the difference between the
with-event samples and the corresponding without-event samples at the 𝛼 = 0.05 level. The null hypothesis is that median
of the differences (𝑦< (𝑡) − 𝜂<) (𝑡)) between the two samples is zero, and the alternative hypothesis is that the median of the
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differences is positive. The alternate hypothesis posits that the number of tweets at time 𝑡 during the event is more than the
background. In Fig. 10, the gray shading shows which 20-minute time intervals represented a rejection of the null hypothesis,
implying a statistically significant increase in the number of tweets during the four football games observed at the venue.
The first statistically significant time slice starts 140 minutes before the games. Starting at the games’ beginnings, there is
an unbroken band of statistically significant periods that extend to four hour after the start.
Even though there is a good correspondence between the number of tweets separated by one-week intervals, it is clear
that event attendance and tweet behavior may be affected by other contextual factors, such as season, weather, traffic, and
other events that do not appear in our data. Looking at multiple, similar events at each venue tends to reduce the effects of
these other factors, averaging them out as manifest in our statistical tests. With more event samples, it would be possible to
explicitly account for the effects of these other factors (such as weather), leading to a richer model of the impact of local
events.

7 OTHER IMPULSE RESPONSES
The football analysis above is based on one venue/event-type pair: Levi’s Stadium/NFL football. We explored 529 other
venue/event type pairs to examine their impulse responses. Four of these are shown in Fig. 11. In this figure, impulses (a)
and (b) come from events in the “concert” category at two different venues. The impulse response for concerts at The Forum
starts rising consistently at around two hours before the start of the event and goes to zero almost seven hours after the
start. At Hollywood Bowl concerts, the rise begins about one hour before the event and goes to zero about four hours after
the event. In (c), we see the impulse response for professional basketball games at Staples Center (home of both the Los
Angeles Lakers and the Los Angeles Clippers). It starts two or three hours before the event and falls to zero about six hours
after the event starts.
Fig. 11(d) shows the impulse response for professional baseball at AT&T Park (home of the San Francisco Giants). Here
none of the impulse response is statistically significant, even though it appears reasonably shaped given the event. The
length of a typical professional baseball game is about three hours[24], although the impulse response is still nonzero even
seven hours after the game starts. In terms of the number of tweets, the baseball impulse response in (d) is much larger than
the concerts in (a) and (b) and the basketball game in (c). It is also larger than the football games in Fig. 10.

8 AGGREGATE IMPULSE RESPONSES
We can get more insight into the effects of events by aggregating the same event type over different venues. As an example,
our experimental window had 18 professional NFL football games, spread among four different stadiums in California.
Aggregating their tweet data into a single NFL response function gives the plot in Fig. 12. This is smoother than the singlevenue NFL response function in Fig. 10, and it gives the opportunity for new insights into collective behavior. One interesting
feature is the slight rise in tweets 180 minutes after the start of the game. Since NFL games are about three hours long, we
speculate that this bump indicates responses posted in reaction to the games’ outcome.
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Fig. 10: These are four impulse responses based on multiple events at four different venues. The gray shaded bars show
where the tweet count difference during an event is statistically significant.

We can also fit smooth curves to the impulse response functions, also shown in Fig. 12. Here the equation is a simple split
exponential:
𝑎𝑒 B(C) D 𝑖𝑓 𝑡 ≤ 0
𝑦 𝑡 =
(5)
𝑎𝑒 8B(H) D 𝑖𝑓 𝑡 > 0
A least squares fit gives 𝑎 = 12.265, 𝑏(8) = 0.00966, and 𝑏(N) = 0.00470. This is a compact way of representing the
human response to an event, and gives an easy way to model these reactions as part of a larger analysis.
As with the NFL example in Fig. 12, we can create impulse response functions for all our event types, aggregated over all
the venues at which they occur. For each of these event types, one way to measure the overall magnitude of the impulse
response is the area under the curve, which represents the average number of geotagged tweets that are normally coincident
with an event of this type. Fig. 13 shows the top 25 event types in terms of area under their aggregated impulse responses.
Major league baseball (MLB) has the largest number of tweets coincident with its games, followed by professional football,
college football, and professional basketball. These first four event types are all sports, and they are followed by four types
of shows: theater, comedy, music festival, and concert. However, all the event types except for the first four sports appear
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Fig. 11: This is an impulse response function computed from 18 NFL football games over 4 different stadiums. The
dotted line shows the fit of a split exponential.
to have very few coincident geotagged tweets. Professional baseball may be popular for tweeting because its relatively slow
pace gives fans time to access social media.

9 PREDICTING TWEET COUNTS
One application of an inferred impulse response is to predict the number of tweets that will be coincident with an event. For
each venue/event-type pair, we performed a leave-one-out test by computing the impulse response from all but one of the
events and then used that impulse response to predict the number of tweets for the omitted event. We left out each event,
one by one, and computed the RMS prediction error over all the 20-minute time slots from 12 hours before to 12 hours after
the start of the event. Fig. 14 shows the results, sorted by ascending RMS error. Here we looked only at impulse response
functions that represented at least 50 total tweets. The lowest RMS error, of about 2 tweets per 20-minute interval, was for
professional football at Qualcomm Stadium in San Diego, CA. The overall median RMS error for all the venue/event type
pairs we tested was 3.4 tweets per 20-minute interval.

10 CONCLUSION
This work introduced a new way to model collective human responses to events, showing how to derive impulse response
functions evoked from local event stimuli. The specific contributions are:
• Database of local events from ticket broker and machine learned classiﬁer to correct geocoding errors
• Analogy between evoked responses measured with fMRI and collective responses to local events
• Examination of 530 diﬀerent venue/event type pairs including statistical signiﬁcance for some
• Interpretation of certain impulse response functions in terms of likely human behavior
• Analysis of total number of geotagged tweets normally associated with diﬀerent event types across venues
• Prediction of impulse responses from measured tweets at other times
While it is possible that machine learning may give a more accurate model of tweet responses, modeling with impulse
response functions gives an intuitive, viewable, interpretable model of how people respond to local events. This model is a
way to both understand how people respond and to characterize and compare responses to different types of events.
Referring to the questions posed in the Introduction, this work gives the following answers:
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Fig. 12: These are the average number of tweets in the impulse responses of various types of events,
regardless of their venue.

• Is the fMRI-style of impulse response function an eﬀective model for tweet behavior? The model appears to be eﬀective
for large events, but the impulse response functions are imperceptible for smaller event types, as shown in Fig. 13.
• Are the impulse response functions from tweets reasonable? The impulse response functions appear reasonable, rising
from zero well before the event, peaking at the event’s beginning, and then slowly falling.
• Are the impulse response functions statistically signiﬁcant? For the impulse responses we examined, our statistical tests
showed that some parts of the function are statistically signiﬁcant, while other parts did not pass the test.
• Are the impulse response functions predictive of future behavior? Section 0 demonstrates the prediction accuracy.
• Which event types product a noticeable impulse response function? Section 0 suggests that the most prominent events
in terms of impulse response functions are professional baseball, professional football, college football, and professional
basketball.
• What is the ranking of events types by the area of their impulse response function? This is shown in Fig. 13.
• While the experiments show the usefulness of impulse response models for Twitter reactions to events, there are
limitations of this work that can be addressed with more experimentation. These include:
• Linearity of impulse response. We have not tested responses for multiple events whose locations and/or times are close.
For example two nearby sports stadiums may hold games at the same time, or a single venue might host back-to-back
events where the audiences are simultaneously present for part of the time. fMRI studies suggest impulse responses do
not sum linearly in the brain, and it would be interesting to answer the same question for our domain.
• Some events lost in noise. Many smaller events were imperceptible, as shown by the plot in Fig. 13.
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Fig. 13: The derived impulse response can predict the number of tweets that will be coincident with an event at a venue.

• Causal link missing. While our studies show a consistent correspondence between scheduled events and tweets, we have
not endeavored to show a causal link between the two.
Having shown this model works for geotagged tweets, future work could look at other behaviors such as check-ins from
social media like Foursquare, Instagram, and Facebook. It would be similarly interesting to analyze location logs, taxi
pickups, and Web-based route planning associated with the event venue. There may be interesting findings in analyzing
response patterns in different venues of the same type. For instance, it may be that different baseball stadiums have different
response shapes. Continuing with the brain analogy, fMRI can scan the entire brain to find impulse responses, while we
only looked at the event sites. Future work could look for offsite reactions, such as the hometown of a visiting sports team
whose fans are watching on television. Similarly, it would be interesting to look at reactions to stimuli that are not tightly
tied to a single location. For instance, news of a medical breakthrough may evoke reactions only from populations who are
directly affected.
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